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Overview 

 
A basic analysis in MAGMA consists of two or three steps: first, an annotation step to map SNPs onto 

genes; second, a gene analysis step to compute gene p-values; and three (optionally), a gene-level 

analysis: generalized gene-set analysis or gene property analysis. The gene-level analyses are all 

based on the gene analysis, and any of possible gene analysis models can serve as input for a gene-

level analysis. 

 

MAGMA analysis can be performed on raw GWAS data, or on SNP p-values. In the latter case, a 

reference data set (eg. 1,000 Genomes European panel) is used to account for linkage disequilibrium 

between SNPs. The input GWAS data or p-values are assumed to have undergone appropriate quality 

control and filtering prior to running the MAGMA analysis. When using imputed data, it is advisable 

to only use SNPs for which the quality of imputation is high. It is also strongly recommended to 

screen the data for population outliers, and to use principal components computed from the GWAS 

data (eg. using Eigenstrat) as covariates in the gene analysis to correct for possible population 

stratification.  

 

MAGMA is a stand-alone program that is run form the command line. Input arguments for MAGMA 

take the form of flags (prefixed by --) followed by the relevant values needed for that flag (if any). 

Many flags accept additional optional modifiers. These are keywords specified after the value(s) for 

that flag that modify the behaviour of that flag. Some modifiers consist of only the keyword itself, 

other modifiers take further parameters specified by the = sign and a comma-separated list of 

parameter values. For example, the --annotate flag has no required values and has modifiers 

nonhuman (no parameter) and filter (one parameter). Thus, adding the flag “--annotate 

filter=filterfile.snps nonhuman” would tell MAGMA to perform annotation, that only the SNPs listed 

in the file ‘filterfile.snps’ should be included, and that the annotation is not for human genomes. 

 

MAGMA is undergoing active development, and updates to the program and auxiliary files can be 

obtained from http://ctglab.nl/software/magma. Further questions, error reports, suggestions for 

improvements and feature requests can be sent to c.a.de.leeuw@vu.nl. 

 

 

 

Quickstart  
 

The following commands can be used to perform the basic analysis steps. See below for detailed 

explanation and additional options. It is assumed throughout that the MAGMA executable can be 

called from anywhere by typing ‘magma’ on the command line. If not, it will be necessary to add the 

full path to the MAGMA executable (eg. ‘./magma’ if it is in the current directory). 

 

Annotation 

Annotation can be performed with the command: 
 

magma --annotate --snp-loc [SNPLOC_FILE] --gene-loc [GENELOC_FILE] --out [ANNOT_PREFIX] 

 

This will read SNP locations from the file [SNPLOC_FILE] and gene locations from the file 

[GENELOC_FILE] (both can be obtained from the MAGMA site), and produces the file 

[ANNOT_PREFIX].genes.annot containing the mapping of SNPs to genes. 

http://ctglab.nl/software/magma
mailto:c.a.de.leeuw@vu.nl


 

Gene analysis - raw data 

To perform gene analysis on raw GWAS data: 

 
magma --bfile [DATA] --gene-annot [ANNOT_PREFIX].genes.annot --out [GENE_PREFIX] 

 

This will perform gene analysis on GWAS data in binary PLINK format ([DATA].bed/.bim/.fam files) 

using the previously generated annotation file. It will output two files: [GENE_PREFIX].genes.out and 

[GENE_PREFIX].genes.raw. The .genes.out file contains the gene analysis results in human-readable 

format. The .genes.raw file is the intermediary file that serves as the input for subsequent gene-level 

analyses. 

 

Gene analysis - SNP p-values 

To perform gene analysis on SNP p-values: 

 
magma --bfile [REFDATA] --pval [PVAL_FILE] N=[N] --gene-annot [ANNOT_PREFIX].genes.annot \ 

--out [GENE_PREFIX] 

 

This is similar to the raw data analysis, but replaces the raw data with a reference data set such as 

the 1,000 Genomes European panel (available on the MAGMA site) and a file with previously 

computed SNP p-values (in columns ‘SNP’ and  ‘P’ in the file [PVAL_FILE]). The sample size [N] of the 

data the SNP p-values were obtained from also needs to be specified.  

 

Gene-set analysis 

To perform a gene-set analysis: 

 
magma --gene-results [GENE_PREFIX].genes.raw --set-annot [SET_FILE] --out [GS_PREFIX] 

 

The results from the previously performed gene analysis are read in, as is the mapping of genes to 

gene sets specified in the file [SET_FILE] (with each row corresponding to a gene set: name of the 

gene set followed by the gene IDs, separated by whitespace). This will produce the file 

[GS_PREFIX].sets.out with self-contained and competitive gene-set analysis results.  

 

 

 

Annotation 
 

Basic annotation 

The annotation is performed using the --annotate flag, with --snp-loc [SNPLOC_FILE] and --gene-loc 

[GENELOC_FILE] specifying the files for the SNP and gene locations. The SNP location file should 

either be A) a file with three columns: SNP ID, chromosome, and basepair position, or B) a binary 

PLINK .bim file. The gene location file must be a file with four colums: gene ID, chromosome, start 

site, stop site. MAGMA accepts any choice of nomenclature for SNP and gene IDs, as long as they do 

not contain whitespace. Autosomal chromosomes are always coded 1 through 22, sex chromosomes 

can be coded as either X and Y, or 23 and 24. A .genes.annot output file will be produced with each 

row corresponding to a gene, containing the gene ID, a specification of the gene’s location, and a list 

of SNP IDs of SNPs mapped to that gene. 

 



MAGMA will annotate the SNPs in the gene location file to the genes in the gene location file, 

mapping a SNP to a gene if its location falls on or between that gene’s start and stop site. It is of 

course crucial that the locations in the SNP location and gene location file refer to the same human 

genome build. Location files for recent human genome builds are provided on the MAGMA site. 

However, since the pre-made SNP location files may not contain locations for all SNPs in your data, it 

may be preferable to use the locations specified in the .bim file of your GWAS data.  

 

Using a gene window 

A window around the gene can be specified by adding the window modifier to the --annotate flag. 

This will map all nearby SNPs in the specified window around each gene to that gene as well. The 

window modifier takes either one or two values giving the size of the window in kilobases. If only one 

value is specified the window is symmetrical, if two values are specified the first value is the size of 

the upstream (towards 5’ end) window, and the second value the size of the downstream (towards 3’ 

end) window. For example, ‘--annotate window=5,1.5’ would set a 5kb upstream and 1.5kb 

downstream window. If an asymmetrical window is used, the gene location file must contain a fifth 

column specifying which strand they are on: + for sense/positive strand, - for antisense/negative 

strand. However, if the additional modifier ignore-strand is added, it is assumed that all genes are on 

the positive strand. 

 

Filtering SNPs 

By adding the filter modifier to the --annotate flag, the annotation can be filtered on a list of SNPs 

(eg. ‘--annotate filter=example.bim’). Only SNPs specified in the file will be outputted to the 

annotation in the .genes.annot file. This can be useful when using one of the SNP location files on the 

MAGMA site, since these contain all SNPs in the corresponding dbSNP release, and will otherwise 

produce very large .genes.annot files. It can also be used to restrict a subsequent gene analysis to 

SNPs of a certain (functional or otherwise) type. SNP IDs will be read from the first column of the 

filter file, or from the second column if it has a .bim extension. 

 

Nonhuman genomes 

MAGMA can be used with nonhuman genomes, by adding the nonhuman modifier to the --annotate 

flag. This will suppress the assumption that chromosome codes 23 and 24 map to chromosomes X 

and Y, and will allow numeric chromosome/scaffold up to 2 million. The X and Y chromosomes must 

be coded as X and Y to be recognised as allosomes (note: the W and Z chromosomes are currently 

not supported). The nonhuman modifier will also be encoded in the .genes.annot file, so that 

subsequent analyses using this annotation will recognise it as nonhuman genomes.  

 

 

 

Gene analysis 

 
Basic gene analysis 

The default principal components regression gene analysis on raw data can be performed by 

specifying the GWAS data with the --bfile [DATA] flag and the gene annotation file with the --gene-

annot [ANNOT_FILE] flag. This will look for binary PLINK files [DATA].bed, [DATA].bim and [DATA].fam 

and the [ANNOT_FILE] gene annotation produced with the --annotate flag. This will produce a 

.genes.out file with human-readable gene analysis results, and a .genes.raw file which serves as input 



for gene-level analyses. The latter can be suppressed by adding the --genes-only flag, which 

(somewhat) decreases the running time. 

 

SNP-wise models 

MAGMA also supports a range of SNP-wise models, as alternative to the principal components 

regression. In a SNP-wise model, a p-value is first computed for each individual SNP in a gene, and 

these are then converted and combined into a gene statistic. The --snp-wise flag can be added to the 

basic gene analysis to use a SNP-wise model. By default, the SNP p-values will be converted by taking 

the -log10 of the p-value, and combined by computing their sum. Optionally, the stat modifier can be 

used to specify the conversion, with ‘stat=logp’ for the default -log10 and ‘stat=Z’ for the probit(1 - p-

value) conversion. The manner of combining them can be specified by the model modifier. The 

default is ‘model=sum’, but ‘model=top’ changes this to using the top SNP statistic in the gene 

instead. This can be further refined with ‘model=top,K’ and ‘model=top,P’. In this case it will take the 

mean of the top K (with K > 1) SNPs in the gene or the mean of the top P (with 0 < P < 1) proportion 

of SNPs in the gene. For example, ‘--snp-wise model=top,0.1’ will use -log10 conversion on the SNP p-

values, and then use the mean of the top 10% of those as the gene test-statistic 

 NOTE: the ‘model=top’ SNP-wise models require phenotype permutation to compute gene p-

values, and will therefore take longer to compute. MAGMA uses an adaptive permutation procedure 

to optimize performance, and the permutation settings can be changed using the --gene-settings flag 

(see Other settings below). 

 

Gene analysis on SNP p-values 

MAGMA can also perform gene analysis on previously computed SNP p-values, if no raw GWAS data 

is available. This requires a reference data set to estimate LD, in addition to the SNP p-values 

themselves. This reference data should have generally the same underlying ancestry as the data the 

SNP p-values were computed from. In particular, using African ancestry reference data with 

European ancestry SNP p-values will tend to result in too low gene p-values, whereas European 

ancestry reference data with African ancestry SNP p-values will tend to yield too conservative gene p-

values. Other considerations in choosing reference data is its sample size, since larger samples will 

better estimate LD; and its coverage, since SNP p-values can only be used if the corresponding SNP is 

present in the reference data. The European panel of the 1,000 Genomes data is generally a good 

choice for reference data, and is available on the MAGMA site. 

 To perform analysis on SNP p-values, the ‘--pval [PVAL_FILE] N=[N]’ flag must be added to 

the basic gene analysis, with the --bfile flag now pointing to the reference data. A SNP-wise model is 

used for the analysis, and the --snp-wise flag can be used in conjunction with the --pval flag to change 

the settings of this model (see above). 

By default, MAGMA will read SNP IDs and p-values from the SNP and P column in the p-value 

file if it has a header, or from column 1 and 2 respectively if it does not. The use modifier can be used 

to specify other columns, either by name (if a header is present) or an index; it requires two values, 

with the first for the SNP IDs and the second for the p-values (eg. ‘use=rsid,6’ will look for SNP IDs in 

the column named ‘rsid’, and for p-values in the sixth column).  

The mandatory N modifier specifies the sample size the SNP p-values were computed from, 

and takes either one, two or three values. With only one value, all chromosomes are assumed to 

have the same sample size. With two values, the first value corresponds to the sample size for 

autosomes and the second to the sample size for allosomes. With three values, the first value is the 

sample size for the autosomes, the second that for the X chromosome, and the third that for the Y 

chromosome. 

 



Using covariates 

When analysing raw genotype data, additional covariates can be included in the analysis using the --

covar flag. Typically these will be read from a separate file, specified with the file modifier: ‘--covar 

file=[COVAR_FILE]’. The first two columns of this file should be the family ID and individual ID 

corresponding to those in the .fam file of the GWAS data. By default all variables in the file are 

included as covariates, but this can be modified by adding either the include or the exclude modifier 

specifying which variables to include or exclude. These take a comma-separated list of variable 

names (if a header is present) or indices, as well as ranges of either. For example, ‘--covar 

file=example.covar include=age-iq,3-5,ses’ will include the variables from ‘age’ up to and including 

‘iq’, variables 3 through 5, and ‘ses’ (NOTE: variables are numbered from the first variable *after* the 

leading FID and IID columns).  

 To use the gender value encoded in the .fam file of the GWAS data, add the modifier use-sex 

to the --covar flag. Note that by default, for chromosome X the gender value is automatically 

included. To suppress this behaviour, add the modifier chrX-use-sex=0. 

 Missing values for covariates can be specified as NA. Individuals with missing values on any of 

the covariates used in the analysis are removed. 

 

Using an alternate phenotype 

When analysing raw genotype data, to use a different phenotype than the one in the .fam file use ‘--

pheno file=[PHENO_FILE]’. As with the covariate file, the first two columns should be family ID and 

individual ID. The first variable (after FID / IID columns) is used by default, use ‘use=[VAR]’ to specify 

a different variable to use (either by name or by index, with indices counted from the first column 

after the FID/IID columns). Missing values are specified in the same way as in the .fam file (NA, or -9 / 

0 for binary phenotypes; the phenotype is considered binary if only the values NA, -9, 0, 1 and 2 are 

encountered). 

 

Using rare variants 

By default, any rare variants in the data will be treated the same as other SNPs. This is suboptimal in 

terms of power and in the presence of common variants will often lead to rare variants being largely 

pruned away. The --rare flag can be used to deal with rare variants more effectively. When this flag is 

set a burden score is created for each gene, computed as the sum of all rare variants in that gene 

(using minor allele coding). The sum is weighted to assign more influence to SNPs with lower allele 

frequencies, with weights for each variant computed as      √        ⁄ , where    is the minor 

allele frequency for SNP   (add ‘freq-weighted=0’ to use an unweighted sum instead). The --rare flag 

requires a single value specifying the cut-off distinguishing rare and common variants, (eg. ‘--rare 

0.01’ or ‘--rare 10’). All SNPs with minor allele frequency (if the cut-off is smaller than one) or minor 

allele count (if the cut-off is one or greater) equal to or below that cut-off are considered rare 

variants.  

 The rare-only modifier can be added to remove all common variants from the analysis. 

Additionally the max-maf and max-mac modifiers, taking a single MAF/MAC value, can be used to 

filter out SNPs with MAF or MAC above the specified value. The rare variants can also be filtered 

using the include-list and exclude-list modifiers, which specify a file with SNP names to be included or 

excluded. For example, ‘--rare 0.01 max-maf=0.05 include-list=nonsynonymous.snps’ defines rare 

variants as SNPs with a MAF of at most 1%, filters out all SNPs with MAF greater than 5% and 

includes only those rare variants listed in the ‘nonsynonymous.snps’ file. Note that the include-list 

and exclude-list modifiers affect only rare variants; common variants are included regardless of 

whether they are listed in the specified files or not. 

 



Meta-analysis 

The --meta flag can be used to perform fixed-effects meta-analysis on the output of the gene 

analysis. This can be used to obtain gene p-values combined across multiple data sets as well as to 

prepare input for gene-level analysis on the combined results of multiple data sets.  

 To compute meta-analytic gene p-values the genes modifier is used, which is followed by a 

comma-separated list of the .genes.out files that need to be meta-analysed. For example, ‘--meta 

genes=cohort1.genes.out, cohort2.genes.out, cohort3.genes.out’. Alternatively one can set the prefix 

modifier as well and only specify the file prefixes for the genes modifier, omitting the ‘.genes.out’ 

(eg. ‘--meta genes=cohort1,cohort2,cohort3  prefix’). The weighted Stouffer’s Z method is used to 

perform the meta-analysis, using the square root of the sample sizes as weights. It is not required 

that all gene is present in each data set, and the combined sample size as well as the number of data 

sets used are reported for each gene in the meta-analysis output. It is required that chromosome, 

start and stop positions for each gene are the same in all files however, so the same gene location 

file should be used for all annotations. The number of SNPs and the effective size for each gene 

reported in the meta-analysis output is the rounded mean of those values from the input files.  

 Preparing input for gene-level analysis on the combination of data sets works in much the 

same way as the gene meta-analysis, except that the raw modifier is used followed by a comma-

separated list of .genes.raw files (or only the file prefixes if the prefix modifier is added). The same 

kind of gene meta-analysis is then performed on the contents of those files, and in addition the gene-

gene correlations are merged and consolidated to produce a new .genes.raw output file of the 

combined results. This file can then be used to perform any gene-level analysis. 

 By default the sample sizes as specified in the input files are used, but this can be overridden 

if desired. This is done using the genes-file or raw-file modifier (instead of the genes or raw modifier), 

specifying a settings file. Each row in this settings file contains between one and four values. The first 

value should be the filename of the .genes.out/.genes.raw file, or the prefix if the prefix modifier is 

set. This is followed by up to three sample size values: overall sample size, sample size for allosomal 

genes, sample size for Y chromosome genes. The second and third value are set to the same value as 

the one before it if they are not specified. If only the filename is specified, the sample sizes specified 

in the original file are not overridden. For example, in the example below the sample size for cohort 1 

is set to 1000 for all X and Y chromosome genes and 2000 for all others; the original sample sizes 

specified in the .genes.out file are used for cohort 2; and for cohort 3 the sample size is set to 1500 

for all genes. 

 
cohort1.genes.out 2000 1000 

cohort2.genes.out   

cohort3.genes.out 1500  

 

NOTE: the meta-analysis assumes the data sets the original gene analyses were performed on are 

independent, and should therefore not be used if significant overlap in samples exists between those 

data sets.  

 

Other settings 

A number of parameters affecting the gene analysis can be altered with the --gene-settings flag, 

which accepts a number of different modifiers to do so. SNP filters can be set with snp-maf for the 

minimum minor allele frequency (default is 0), snp-mac for the minimum minor allele count default is 

0) and snp-max-miss for the maximum SNP missing genotype proportion (default is 0.05). There is 

also a differential missingness filter which removes SNPs for which the missingness of genotypes is 

significantly associated with the phenotype (p-value cut-off, default is 0.000001). 



SNP pruning in the principal components regression model can be adjusted with prune to set 

the proportion of explained variance to be retained (default is 0.95); prune-prop to set the maximum 

proportion of PCs to retain (default is 1);  and prune-count to set the maximum number of PCs to 

retain (default is all). Note that PCs are pruned until all conditions are met.  

The adaptive permutation procedure for the SNP-wise top SNP model can be adjusted with 

the min-perm and adap-permp modifiers. The min-perm modifier takes one value, specifying the 

minimum number of permutations that must be performed (defaults to 1,000). The adap-permp 

modifier takes zero, one or two values, specifying the maximum number of permutations that can be 

performed (first value, default is 1,000,000) and the stopping criterion C (second value, default is 10).  

This stopping criterion specifies a minimum resolution for the empirical gene p-value. During 

the permutation procedure for a gene, MAGMA will perform a set number of permutations P and 

then checks if the current empirical p-value is greater than C / P. If so, permutation for that gene 

stops. If not, permutation continues until either the stopping criterion is met or the maximum 

number of permutations is reached.  

This adaptive approach has the advantage of only performing larger number of permutations 

for genes with low p-values. This saves a lot of computation time compared to a fixed permutation 

approach, since for genes with higher p-values computing more permutations is not very 

informative. The permutation can also be switched to a fixed permutation procedure however, by 

setting the fixed-permp modifier. In this case the same number of permutations is performed for 

each gene, and is set by the min-perm modifier. 

If either the adap-permp or fixed-permp modifier is set when using a gene analysis model 

that has an asymptotic sampling distribution, the permutation p-value is computed in addition to the 

regular p-value. In this case the adap-permp modifier can be set without any values, in which case it 

will simply use its defaults. Note that any subsequent analyses (meta analysis, gene-level analysis) 

will still use the asymptotic p-value rather than the permutation p-value.  

 

Miscellaneous 

The --out flag specified the prefix of all output files. This defaults to ‘magma’ if the --out flag is not 

set. The --seed [SEED] flag can be used to set the seed of the random number generator, where 

[SEED] is a positive number. This ensures that an analysis can be repeated with identical results, even 

if random numbers are being generated during the analysis.  

 

 

 

Gene-level analysis 

 
Basic gene-set analysis 

Running a basic gene-set analysis is done using ‘--gene-results [RES_FILE]’ to specify the gene analysis 

.genes.raw results file and ‘--set-annot [SET_FILE]’ to specify which gene-set annotation file to use. 

MAGMA will perform both a self-contained and a competitive gene-set analysis. By default the 

competitive analysis uses a conditional model to correct for confounding due to gene size, gene 

density and (if applicable) differences in sample size per gene. See Other settings below on how to 

change this default. 

For the --set-annot flag MAGMA expects a row-based gene-set annotation file, with on each 

row the name of the gene-set followed by a list of gene IDs of the genes in that gene set. The gene-

set name cannot contain whitespace. Any gene ID nomenclature can be used, though it must of 

course match that used in the annotation. Note that some public gene-set databases use a similar 



format, but with the second value on each row a hyperlink. These can be safely used with MAGMA, 

since although this value will be treated as a gene ID, no corresponding gene with that ID will exist in 

the gene annotation file and it will therefore simply be skipped. 

 MAGMA can also accept column-based gene-set annotation files, where each row 

corresponds to a gene - gene-set pair. Such annotation files can be used by adding the col modifier to 

the --set-annot flag. This modifier takes two values, the indices of respectively the gene ID column 

and the gene-set name column. For example, ‘--set-annot kegg.col col=3,1’ will read gene - gene-set 

pairs from the kegg.col file, looking for gene IDs in the third column and gene-set names in the first 

column. 

  

Gene property analysis 

MAGMA can also perform gene property analysis, an analysis of continuous gene-level variables. This 

can be seen as a generalization of regular competitive gene-set analysis: the competitive gene-set 

analysis model is a gene-level linear regression model with a binary predictor variable, coded as 1 if a 

gene is in the gene set and coded as 0 if not. The outcome variable is the gene association Z-value, 

with higher values indicating a stronger association with the phenotype. The gene-set p-value is then 

obtained by testing whether the coefficient of this predictor is greater than zero. In the gene 

property analysis, this is generalized by allowing predictor variables that can take any value, not just 

0 or 1, for example the gene expression level in a particular tissue type.  

 The gene property analysis is run by using ‘--gene-results [RES_FILE]’ to specify the gene 

analysis .genes.raw results file and ‘--gene-covar [COV_FILE]’ to specify the file with continuous gene-

level predictor variables. This file should be organised as a covariate file, with the gene ID in the first 

column. Each of the covariates in the file is analysed (note that they are still analysed one at a time), 

unless the include or exclude modifier is added to specify which variables (not) to use. These take a 

comma-separated list of variable names (if a header is present) or indices, as well as ranges of either 

(see also Using covariates in the Gene Analysis section above). The --gene-covar and --set-annot flags 

can be used simultaneously to perform both a gene-set analysis and a gene property analysis at the 

same time.  

 The default is to perform a two-sided test on the gene-level predictors. This can be changed 

to a one-sided test by adding the onesided modifier. To perform a test for positive association, 

whether greater values on the gene-level predictor coincide with stronger association with the 

phenotype, add either ‘onesided’ or ‘onesided=greater’. For the opposite test, add 

‘onesided=smaller’.  

 In the gene property analysis, two categories of missing values can be distinguished: genes 

that are present in the gene analysis results but not in the gene covariate file, and genes that are 

present in the the gene covariate file but for which values are missing (ie. that have the value NA) for 

one or more of the covariates. By default these are all handled using mean imputation per covariate 

and discarding all covariates with missingness greater than 5%, but other options are available.  The 

maximum missingness threshold can be adjusted using the max-miss modifier, up to ‘max-miss=0.2’, 

and the imputation behaviour can be changed with the impute modifier (eg. ‘impute=0’, to set all 

missing values to 0). Finally, all genes not present in the gene covariate file can be dropped from the 

analysis by adding the filter modifier. Note that this will also affect any concurrent gene-set analysis. 

 

Conditional analysis 

MAGMA can also perform conditional competitive gene-set and gene property analysis, in which the 

effect of the gene set or gene property is conditioned on other gene-sets and/or gene properties. 

The default competitive gene-set analysis model already uses such a model, conditioning on gene 



size, gene density and differential sample size to remove potential confounding due to those 

variables.  

 To condition on one or more gene-sets, add the condition modifier to the --set-annot flag. 

This takes up to ten names of gene-sets to condition on, for example ‘condition=set1,set5,set10’ 

(NOTE: at present it is not possible to condition on gene-sets if their names contain commas or quote 

characters; remove those characters from the name of the gene-set in the gene-set annotation file to 

use them in the conditional analysis). Competitive gene-set analyses and gene property analyses will 

be performed conditional on those gene sets, the gene-sets themselves will not be analysed. As an 

alternative the condition-file modifier can be used as well, which takes a single value specifying a file 

containing the names of the gene sets to condition on (with each gene set on a separate line). The 

analysis is the same as when specified using the condition modifier, but the condition-file approach 

can be useful if gene-set names contain special characters like commas, ampersands or quote 

characters that would need to be escaped when specifying them directly on the command line via 

condition. 

 To condition on one or more gene properties, add the condition modifier to the --gene-covar 

flag, followed by a comma-separated list of the gene properties to condition on (up to ten; as with 

the include and exclude modifiers, these can be specified by name or by index, and can include 

ranges). Competitive gene-set analyses and gene property analyses will be performed conditional on 

those gene properties, the gene properties themselves will not be analysed. Conditioning on gene 

properties can be used in conjunction with conditioning on gene sets. 

When the --set-annot flag is set, the condition-only modifier can be used instead of the 

condition modifier to the --gene-covar flag to suppress gene property analysis and only perform 

conditional competitive gene-set analysis, conditional on the gene properties specified by the 

condition-only modifier.  

 

Multiple testing correction 

The p-values generated by MAGMA are not corrected for multiple testing, and a procedure such as 

Bonferroni correction will need to be applied manually by the user after the analysis. Since 

Bonferroni correction can be somewhat conservative when variables are correlated (eg. when gene 

sets are strongly overlapping, in the case of gene-set analysis), MAGMA provides an optional 

empirical multiple testing correction, which uses a permutation procedure to obtain p-values 

corrected for multiple testing. This can be turned on using the fwer modifier of the --model flag, 

using ‘fwer=[NPERM]’ to manually specify the number of permutations to use or simply ‘fwer’ to use 

the default 10,000 permutations. A p-value column with the suffix _CORR will be added to each of 

the results files, correcting the raw p-values for all the variables in that file. If gene-set analysis and 

gene property analysis were performed simultaneously an additional column with suffix 

_CORR_GLOBAL will also be added, with p-values corrected for all the variables that were analysed. 

The estimated significance thresholds at α = 0.05 are also shown in the log file. 

 NOTE: as with all permutation procedures, the corrected p-values and estimated significance 

threshold are subject to uncertainty, especially at lower numbers of permutations. It is therefore 

advised to use at least the default of 10,000 permutations, as well as to rerun the analysis with a 

larger number of permutations if any corrected p-value is very close to α. 

 

Other settings 

The competitive gene-set analysis and gene property analysis are by default conditioned on gene size 

(in number of SNPs), gene density and (if applicable) differential sample size, as well as the log of 

those values, to protect against possible confounding by those properties. Although it is not advised, 

it is possible to turn this off by setting the no-size-correct modifier on the --model flag.  



 To protect against outliers unduly influencing p-values, the gene association Z-values 

(computed as probit(1 - gene p-value) ) are truncated. Minimum and maximum Z-values are specified 

in number of standard deviations below and above the mean, and Z-values exceeding those bounds 

are replaced with the boundary values. These bounds can be changed using the outlier modifier for 

the --settings flag, which takes either one or two values specifying the number of standard 

deviations. If only one value is given the bounds are symmetrical, if two values are given the first is 

used for the lower bound and the second for the upper bound. The default is equivalent to ‘--settings 

outlier=3,6’. 

 

 


